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Zoom around the candidate
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SmolLM2-135M CPT · four passes · 20% replay

512 previously examined documents per domain; one training seed. Whiskers: 95% paired-document intervals (5,000 draws).
Selection and training-seed uncertainty are not included. Small exploratory signal; denser ordinary controls and independent confirmation still required.

Ordinary AdamW: four LRs Trajectory K=64 K=8 terminal diagnostic Ordinary LR1e-5, step1536


