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Guard matches a simple phase rule exactly:
α = 0.4 at base; α = 0 at CPT endpoints.

Weighted policy has no single fixed α
within the frozen math tolerance.

Guard vs a single fixed coefficient (α = 0.4)

retention guard

Does a TRAIN-query test improve trajectory commitment?

16 local reset-AdamW episodes · 64 temporary steps · disjoint adaptation/query/audit TRAIN batches
Descriptive screen: dependent anchors/draws; no full-training or independent-validation claim.


