T3 CPT under repeated, limited data
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Math learning (base — checkpoint NLL)

C Fixed primary: p=0.036, LR=3e-05, step 104
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FineWeb forgetting (checkpoint — base NLL)
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Math learning (base — checkpoint NLL)

D Fixed primary: p=0.036, LR=3e-06, step 419
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B Matched own-zero

SmolLM2-135M - 384 fixed checkpoints - 512 math + 512 FineWeb documents - one training seed
Primary identities fixed on development. Whiskers: 95% paired-document bootstrap; reused external documents, exploratory evidence.



