
−1.6 −0.8 0.0 0.8
Lookahead − ordinary NLL (milli-nats / token)

Primary (1664 steps)

Equal updates (2048)

-1.212 [-1.442, -0.983]

-0.574 [-0.874, -0.283]

A   135M · Math learning

−1.5 −1.0 −0.5 0.0
Lookahead − ordinary NLL (milli-nats / token)

Primary (1664 steps)

Equal updates (2048)

-1.226 [-1.401, -1.096]

-1.398 [-1.570, -1.273]

B   135M · FineWeb retention

−2.4 −1.6 −0.8 0.0 0.8
Lookahead − ordinary NLL (milli-nats / token)

Primary (1568 steps)

Equal updates (2048)

-1.392 [-1.847, -0.955]

-1.013 [-1.413, -0.594]

C   360M · Math learning

−1.2 −0.8 −0.4 0.0
Lookahead − ordinary NLL (milli-nats / token)

Primary (1568 steps)

Equal updates (2048)

-0.990 [-1.140, -0.887]

-1.113 [-1.210, -1.041]

D   360M · FineWeb retention

Fixed Lookahead comparison on unused documents
512 new documents per domain · candidate and controls fixed before scoring · seed 0

Lower is better. Bars: paired-document 95% intervals; they do not measure training-seed variation.
Dashed lines: +0.001 math margin / −0.001 retention effect threshold. Primary candidate uses more updates.
Known Lookahead-style interpolation; the normalized T³ wave-2a null is unchanged.


