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a  Code · fixed quarter data, four passes
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Earlier ordinary checkpoints overturn the terminal-only tradeoff

All 16 selected trajectories and five fixed points each: base, quarter, half, three-quarter and final. Lines only guide the eye.
AdamW 1e−5 at half horizon learns more and forgets less than all six adapted SGD terminals in these measured comparisons.
For inner 3e−5: ordinary minus adapted Δ target/FineWeb = −0.00670/−0.00540 (code), −0.00342/−0.01832 (math).
One training seed; previously examined documents; curve selection followed the 96-terminal study. No independent confirmation claim.
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