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c  Code: adaptation minus zero

−0.50 −0.25 0.00 0.25 0.50 0.75 1.00 1.25 1.50
Target ΔNLL × 1,000 (adaptation − zero)

−0.4

−0.2

0.0

0.2

0.4

Fin
eW

eb
 Δ

NL
L 

× 
1,

00
0 

(a
da

pt
at

io
n 
− 

ze
ro

)

Lower left: both improve

d  Math: adaptation minus zero

135M CPT: small, domain-dependent adaptation effects
Complete 56-case grid · four passes · external documents · one training seed

Top: all 56 endpoints and ordinary trajectories. Bottom: all 32 effects, with marginal 95% paired-document intervals.
Exploratory, previously examined documents; no multiplicity adjustment or training-seed uncertainty.

ADAMW  3e-06 ADAMW  1e-05 SGD  0.03 SGD  0.1

Ordinary: base + 8 checkpoints
Zero-adaptation endpoint

Query gradient
Mean support/query gradient

1 inner step
2 inner steps


