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c  Code: adaptation minus own-zero
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d  Math: adaptation minus own-zero

135M CPT: adaptation adds little at the tested dose
Complete 56-case grid · four passes · development windows · one training seed

Top: all 56 endpoints; ordinary trajectories provide context. Bottom: all 32 own-zero endpoint effects.
No external scores or seed uncertainty. One vs two inner steps also changes displacement and compute.

ADAMW  3e-06 ADAMW  1e-05 SGD  0.03 SGD  0.1

Ordinary: base + 8 checkpoints
Own-zero endpoint

Query-only
Retained-mean

1 inner step
2 inner steps


