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Adaptation effects depend on the training recipe

All 48 strict-backend adaptation effects; positive values mean less forgetting than the same-recipe zero-inner control.
Boxes: both learning and retention point estimates improve; not a significance test. Colors saturate at ±0.015.
512 documents/domain; one training seed; examined holdouts. These gains do not establish superiority to ordinary AdamW.
Legacy-backend anchors are included in the companion all96 plot and can reverse the code effect.


