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All 32 checkpoint probes: effect of matching update length

Each point is a mean over eight shared training triples. Negative favors adaptation over the zero-inner SGD update.
Diagonal: unchanged mean effect after norm matching. Panels use separate scales.
All declared checkpoint probes are shown; these are local measurements, not held-out or multiseed results.

Outer SGD 0.1
Outer SGD 0.15

Zero trajectory
Adapted trajectory

Halfway
Final


