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With outer AdamW, adaptation effects are small

Top: extra target learning. Bottom: retention gain. Positive favors adaptation; numbers are in units of 10-> NLL.

a Code - one pass
-0.05 -0.29
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-1.07 +0.67
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Inner learning rate

e Code ‘- one pass
+0.08 +0.33
+0.01 +0.30
+0.38 +0.61
+1.62 +0.19
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b Math - one pass
-0.12 -0.42 -1.52
-0.04 -0.10 -0.10
+0.03 +0.15 +0.58
+0.08 +0.21 +1.01
3e—6 le-5 3e-5

Inner learning rate

f Math - one pass

+0.00 +0.01 -0.02
+0.01 -0.19 -2.13
+0.29 +0.74 +0.20
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¢ Code - quarter x4
-0.03 -0.19 -1.36
+0.07 +0.09 -0.71
+0.21 +0.55 +0.33
+1.19 +1.22 +1.32
3e—6 le-5 3e-5

Inner learning rate

g Code - quarter x4
+0.02 +0.16
-0.03 -0.12
+0.34 +0.48
+1.62 -1.47
3e—-6 le-5

Inner learning rate

All 48 adaptation comparisons. Maximum retention gain = 3.64e-05 NLL; none reaches the predeclared 0.001 screening threshold.
Outlines mark 5 cells with both marginal 95% paired-document intervals below zero for adapted minus zero; effects remain small.
All 16 own-zero comparisons to ordinary AdamW have identical document scores. Two-step reset-Adam inner adaptation, every update.

512 documents/domain, 5,000 paired bootstrap draws; one training seed and examined holdouts. No joint-95% or multiplicity guarantee.
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d Math - quarter x4
-0.13 -0.48 -1.71
-0.03 -0.05 +0.19
-0.01 -0.03 +0.62
-0.17 -0.00 +0.55
3e—6 le-5 3e-5

Inner learning rate

h Math - quarter x4
+0.07 +0.20 +0.60
+0.16 +0.30 -1.82
-1.02 -0.55 -1.31
3e—-6 le-5 3e-5

Inner learning rate

Own-zero — adapted NLL (x10-3)



